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Abstract: This paper provides an informal survey and discussion of techniques used in longitudinal dynamic microsimulation to align equation-generated event probabilities to analysts’ desired assumptions. Even carefully estimated equations using the best available data typically fail to yield average event probabilities that are equal to analysts’ desired assumptions. Consequently, analysts have developed a variety of methods for aligning the equation-generated event probabilities to conform to those assumptions. As well, they have incorporated variance reduction techniques that seek to ensure that the actual numbers of events implemented, rather than just their expected numbers, match the assumptions. Drawing on the work of practitioners and their models, this paper provides a non-comprehensive survey of alignment techniques for longitudinal microsimulation. It briefly addresses the definition of the alignment problem, the various techniques that analysts have used or proposed, and the standards by which one should judge the methods’ success. It identifies a few computationally affordable techniques that appear to work particularly well, and notes areas in which additional work would be helpful. 

Disclaimer: The opinions I express in this paper are my own, and are not necessarily shared by Human Resources and Social Development Canada, the Government of Canada, or Her Majesty in Right of Canada. I express my gratitude to several colleagues for their comments, suggestions, and corrections. Any remaining errors I made myself.


Introduction/Context

Models exist primarily to show us the not-necessarily-obvious consequences of our assumptions. This is particularly true of longitudinal dynamic microsimulation models, where the combination of demographics, economics, labour force participation, social security programs, taxes and tax credits, a variety of benefits, and large numbers of assumptions makes for very complex systems. This complexity may, in turn, make for rather non-obvious implications. 

Longitudinal dynamic microsimulation models depend heavily on the notion of prospective events. The models make decisions as, at a given point in time, an individual will either survive or die, work or not work, change marital status or not, get more education or not, etc. Modelers and their clients regularly make assumptions about the rates at which the various events occur. They typically specify the models’ assumptions as scalar values, with most longitudinal models having large numbers of such “target” values, many of them time-variant. For example, the average probability of 45-year-old males dying in year 2042 may be given as scalar x, or the average probability of a twenty-five-year-old unmarried female getting married in 2015 as scalar y. However, when analysts want to specify the probability that a particular synthetic individual in the model will get married, they typically use equations that allow them to take into account other variables held to be relevant. Examples of such variables might include educational attainment, the presence of children, earnings level, prior work history, and geographic region. One typically takes great care to use the best available data, and to craft sets of equations that best characterize the differing event probabilities appropriate for various combinations of persons’ characteristics.

Unfortunately, even in the face of considerable care and expertise in specifying and estimating equations, the average of the event probabilities for members of a group will only very rarely equal one’s desired average probability for the event for the group. This is especially true when one must estimate, from yesterday’s data, the equations that one will use to generate events on into the model’s synthetic future. When this kind of mismatch arises, rather than use, directly, the probabilities that come from the equations, analysts usually seek, somehow, to adjust them to reflect their assumptions. That is, in one form or another, one aligns the equation-based probabilities in order that the model’s output will better reflect one’s assumptions about the future. This note briefly addresses the topic of how analysts have made such adjustments, and the strengths and weaknesses of various approaches. It offers a few recommendations, and describes some areas for future research.

Organization:

The organization of this document is reasonably straightforward. Successive sections --

· Define the alignment problem more precisely,

· Provide a brief history of alignment practices,

· Illustrate the characteristics of alignment pools for a particular model,

· Specify some properties one would want in a successful alignment algorithm,

· Describe and assess a few common alignment algorithms,

· Offer tentative recommendations about which algorithms one might wish to use, 

· Identify and briefly discuss some topics closely related to event alignment, and

· Indicate areas where further research would be particularly useful in improving alignment practices.

The Alignment Problem:

The notion of alignment applies, inherently, to sets of prospective occurrences for a particular model event, e.g., mortality for 68-year-old men in 2057 for whom we have an assumed mortality rate. In this context, we shall want to decide which of that group’s member individuals will die during that simulation year. Let such a set be termed an alignment pool. In characterizing these pools, let an alignment pool of N units at risk for a particular event during a year be represented by a vector, P. The vector’s several values, pi, give the a priori probabilities of the relevant event for the units in the pool for that year. That is, for each unit, i, in the pool, there is an a priori probability, (likely equation-generated), pi, that the event will occur for that unit. Because the subject individuals differ in their characteristics, an alignment pool will typically contain a spread of such individual pi values.

Also associated with the pool is an exogenous scalar target value, ptarg, that applies to the pool as a whole. This target corresponds to the analyst’s assumption; it is the proportion of events that one would want to occur for the pool in a simulation. Note, however, that because of the indivisibility of events, it may not be possible to achieve exactly proportion ptarg during a simulation of the event for the members of the pool. One cannot, for example, achieve a proportion of 0.5 from a pool of nine elements. A more meaningful target for the generation of events for a specific pool, given the indivisibility of individual prospective events, would correspond to an outcome proportion that could actually occur. Such an adjusted target proportion, ptgt, will correspond to a fraction that could actually arise in a simulation for the pool. One might, for example, consider ptgt = int(ptarg*N +1/2)/N, that is, the nearest proportion to ptarg that corresponds to an integer number of units for which the event could occur. For alignment pools with significant numbers of events, ptgt will be close to ptarg. Assume also that the desired alignment is meaningful in the sense that both ptarg and ptgt are strictly between zero and unity. Were that not so, one could simply implement none or all of the events in the pool, with no need to be concerned about alignment.

The alignment problem, intimately associated with a model’s event generation algorithm, consists of choosing a subset of the prospective events for whom the model event will be deemed to occur, e.g., identifying those individuals in the pool who die. In a single implementation of the pool, one seeks to generate a vector, E, of length N, each element of which (Ei) is either a 1 or a 0, with element i taking on the value of 1 corresponding to the event occurring for individual i. Presumably one would like to see 
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equalling ptgt, if possible. Obviously, there are many ways that one could generate such a vector, right down to the simplistic, completely unsatisfactory mechanism of always choosing the first N*ptgt individuals in the pool. More realistically, one would hope that, across multiple independent implementations of the pool, the expected value for each element, Ei, should “respect” the a priori pi value for the i’th individual. Let ei, the proportion of the time that event occurs for individual i across a large number of independent implementations of events for the alignment pool and an associated event generation, be termed a prospective event i’s effective probability under that particular alignment and event generation algorithm. In addition to reasonable values for the various ei values for a pool’s prospective events, one would also want the correlations across pairs of prospective events in the pool to be “reasonable.” Subsequent portions of this note seek to characterize more precisely the nature of the terms “respect” and “reasonable” in the problem statement.
A Very Brief “History” of Alignment:

Over the roughly three decades in which longitudinal microsimulation has served as a practical policy input, alignment has evolved considerably. Authoritative references seem to be scarce, but anecdotal evidence and personal communications from early practitioners suggests that the history has followed a course something like the one described below. The evolution has been inspired by a growing understanding of what one is trying to achieve in alignment, recognition of the strengths and weaknesses of various alignment algorithms, and the development of better algorithms to effect alignment. Greatly facilitating these improvements have been increases in computational power and resources, including processor speed, and the amounts and speed of RAM and of external storage.

Early on, scarce computational resources imposed severe constraints on what one could accomplish. Processor speeds, available RAM, and external storage were perhaps one one-thousandth of the comparable resources typically available today, i.e., 2006, in the way of off-the-shelf machines. As well, high-level computer languages were not nearly as flexible as those used today. For analysts at that time, the resulting optimal strategy seemed to be to deal with prospective events quickly and individually, to make the occurrence decisions for a unit, implement the events or not as appropriate, and get on to the next individual or prospective event. The computational restrictions meant that alignment, if carried out at all, had to be extremely simple. Due to the time costs of reading and writing to external storage, mandatory due to the low amounts of RAM available, a model’s synthetic individuals were simply read, processed and written back out, in a single pass approach. Even though one might wish to make assumptions about the average event probabilities for various groups, the notion of an alignment pool was not particularly useful since the model processed them singly. The computational restrictions also imposed constraints on the fundamental design of models. For some models, one grabbed an individual/family, ran the individuals through all of the relevant prospective events, implementing those events deemed to occur, wrote out the individual/family, and proceeded to the next one. The result, tolerated because of the computational constraints, was bias and stochastic variation. That is, one did not necessarily hit one’s target assumptions exactly or even closely. Moreover, there would have been a non-negligible variation in a model’s results across independent runs, had computational resources permitted making such runs.

As analysts recognized the undesirability of both bias (an expected rate for an event that differed from the relevant assumption) and stochastic variation (an unnecessarily broad distribution of results about the central tendency), they began to look for ways to reduce them. Advances in hardware performance gradually permitted more proactive approaches. Among them were linear adjustments to the equation-generated probabilities calculated for the individual prospective events. If one could afford the resources for two passes through the data, one could calculate an appropriate scaling factor for the equation-generated probabilities. Even when constrained to only a single pass through the population, one could adjust the probabilities for a pool’s prospective events by using the preceding year’s ratio of target to equation-generated probabilities for the pool, under the expectation that the ratio would be relatively stable over time. These kinds of adaptive adjustments could reduce the bias associated with one’s a priori probabilities not matching one’s assumptions. Regrettably, they also introduced the possibility that naïve linear adjustments to probabilities could yield “probability” values that lie outside the meaningful range [0, 1]. 

However, even with adjustments to the a priori probabilities, the stochastic variability that results from treating events independently remained. Although one might achieve the right expected numbers of generated events, the event generation portion of the algorithm might generate too many, or too few, actual events for a particular implementation of the pool. One could, however, during a pass through one’s population, “tweak” the equation-generated probabilities according to whether, to that given point, one’s proportion of generated events lay above or below the target proportion. However, this approach put the burden of adjustment disproportionately on those prospective events processed later in the run. It was also vulnerable to patterns that might be associated with the alignment pool, e.g., having relatively high probability prospective events concentrated at one end or the other of the sequence that made up the pool. Thus, this adaptive method of adjusting probabilities was particularly susceptible to distortion if the analyst used a database organized by, say, geography and/or family size.

Prominent among early efforts to reduce stochastic variability were variants of a “Sidewalk” method. The method takes its name from the children’s rhyme “Step on a crack, and break your mother’s back,” in the sense that the “cracks” or divisions from one full block to the next, had special significance. The method found particular favor when the average of the a priori probabilities was close to the target probability, or when one could adjust (e.g., scale) those probabilities to be close to the target. The sidewalk method, which incorporated the event generation algorithm, operated largely as follows: 

(1) Initialize an accumulator variable for the pool to zero. 

(2) Step through the pool’s prospective events, adding each successive event’s a priori probability to the accumulator. 

(3) If the addition causes the sum to exceed unity, (“stepping on the crack”) implement that particular event, and subtract one (unity) from the accumulator. (Equivalently, the event could occur when the accumulator passed an integer value/crack, without the subtraction.)

(4) Continue until one has processed all of the pool’s prospective events. 

The Sidewalk method’s primary benefit was consistency in generating the right number of events at low computational expense. Downsides included undesirable correlations for prospective events adjacent or close to each other in the alignment pool. For typical event probabilities, when one prospective event has pushed the accumulator across an integer boundary, the succeeding prospective event is virtually certain not to occur. There is also a strong dependency on processing order. At the extreme case in which the probabilities would produce exactly the expected number of implemented events, one would never implement prospective events early in the set, and would always implement the last prospective event to be processed. For alignment pools with relatively small numbers of expected events, not at all uncommon, these are serious defects.

As computer technology progressed, resulting in less stringent constraints on computational costs, and on memory and I/O, it became increasingly feasible to explicitly recognize alignment pools and to adopt two-pass approaches. Neufeld (2000) developed an alignment method that he characterized as a hybrid of independent Monte Carlo simulation and the sidewalk method. At an affordable computational premium, it provided for a non-linear adjustment to the equation-generated probabilities, combined with a minor tweaking of the resulting probabilities depending on whether one was currently standing (in one’s progress through the alignment pool) ahead of or behind the target rate for the pool. The result of using the method was to correct for much of the “bias” that may have existed in a pool’s a priori probabilities, and to reduce sharply the stochastic variability of the results. Moreover, it did so without generating unreasonable pairwise correlations for the pool’s various prospective events. By the standards of the day, it offered a marked improvement over previous standard techniques, at an affordable cost. For a time, Neufeld’s hybrid method served as DYNACAN’s primarily alignment technique.

More recently, alignment by sorting, developed by Johnson of the CORSIM modeling team (2001) appears to perform very well at generating exactly the desired numbers of events while respecting the equation-generated a priori probabilities for the prospective events, and at a tolerable computational cost. The method creates a value for each prospective event of the form vi = f(ri) – f(pi), where f(x) = -ln((1-x)/x), pi is the event’s a priori probability, and ri is a pseudo-random deviate drawn from a uniform (0,1) distribution. One then partially sorts the resulting vector of vi values, using a “k-partitioning” variant of Quicksort that identifies the lowest “k” vi values (here k = ptgt*N). One then implements the event for the individuals with those lowest vi values. The alignment by sorting method works well in the sense that … 

(1) One always achieves one’s target for the number of generated events. 

(2) The effective probabilities for the pool’s prospective events look reasonable, both in isolation, and relative to those of other prospective events. 

(3) So, too, do the correlations for the occurrences of pairs of prospective events. 

The alignment by sorting approach to alignment and event generation has become DYNACAN’s primary alignment mechanism. Its computational cost, though not trivial, is acceptable.

Sometimes other alignment methods may give results that closely approximate those from alignment by sorting. For suitable pools, a low-cost variant of the Sidewalk method, the “Sidewalk Shuffle,” generates effective probabilities that lie very close to those of alignment by sorting. The condition is that the alignment pools are not extreme in terms of the degree of alignment they require, i.e., the mismatch between average a priori probability, and the target proportion is small. Subsequent sections in this note will describe in greater detail the alignment/event generation algorithms for alignment-by-sorting and the Sidewalk Shuffle.

Current alignment and event generation methods appear to work well, with acceptable computational requirements. However, it seems unlikely that the alignment problem has been definitively solved. The concluding portion of this note describes some promising opportunities for further improvements.

Characteristics of Alignment Pools:

In discussing alignment algorithms, it is helpful to consider the characteristics of the alignment pools that one encounters in active policy models. Clearly, no such characterization can be definitive, primarily because a model’s design largely determines these characteristics – pool definitions, sizes, target proportions, and numbers of target events. That is, the model’s designer, in the course of building the model, largely controls them. Nonetheless, having some appreciation of the nature of actual alignment pools can be useful in providing context for a discussion of alignment. 

This section draws on a database that reflects most of the alignment pools encountered in a 90-year DYNACAN model run, summarizing the ranges of pool sizes, target proportions, and numbers of desired events. (A few of the DYNACAN event modules use alignment routines that do not readily lend themselves to reporting the pool characteristics. Thus, the alignment pools for these events are absent from the database.) The data reflect more than 22 thousand alignment pools, and more than 53 million prospective events, distributed across different event modules (e.g., birth, mortality, immigration, marriage, divorce, etc.), different subpopulations within these modules (e.g. several age domains within the birth module), as well as some 90 years across the simulation.

Pool Sizes: Pool sizes in DYNACAN tend to be relatively large. Ninety eight and a half percent of the pools contain ten or more prospective events. Eighty percent of the pools contain more than 300 prospective events, and twenty percent of the pools contain more than 4000 prospective events. With respect to the prospective events themselves, nearly 99% of the events occur in pools that contain at least 300 prospective events, and over half of the prospective events occur in pools containing at least 5000 prospective events.

Target Proportions: DYNACAN target proportions tend to be relatively low. About a quarter of the alignment pools have target proportions of 0.005 or less. About half of the pools have target proportions of 0.035 or less. Only about one pool in a hundred has a target proportion of 0.20 or higher. From the perspective of the prospective events, about half of them occur in pools in which the target proportion is 0.005 or less. Less than one prospective event in a hundred occurs in a pool where the target proportion exceeds 0.15.

Target Numbers of Events: Numbers of target events are relatively low. The target number of events for a pool is closely related to the product of the pool’s size and the target proportion for that pool. About a quarter of the DYNACAN pools call for five or fewer events to be generated. About half of the pools call for 20 or fewer events to be generated. Only about 14 percent of the pools call for more than 100 events to be generated, with only one percent of the pools calling for more than 500 generated events.

Obviously, the characteristics of alignment pools -- their size, average probability, and target proportion -- can have a substantial impact on the computational costs of using different alignment and event generation mechanisms to process them.

Standards for Gauging Alignment Success:

If there existed an agreed-on, clear, objective, standard for assessing the quality of alignment techniques, someone might well have derived a demonstrably optimum technique, or some reasonable approximation to it. Regrettably, there does not yet appear to be anything approaching agreement on what constitutes optimality for alignment. Instead, as practitioners have used different alignment mechanisms and analyzed their results, they have tended, reactively, to identify shortcomings to be avoided, to propose new mechanisms that avoid these shortcomings, and to provide lists of desirable characteristics. As constructive as these contributions may be, this type of reactive approach falls well short of providing the basis for identifying a single “best” alignment technique. Nonetheless, attention to these kinds of desirable characteristics may help practitioners to avoid using techniques that are clearly inferior. The remainder of this section provides a non-comprehensive set of “requirements.” Its collection of elements owes a great deal to the set of requirements described by Johnson (2001) in his presentation of the alignment by sorting algorithm.

Conditions Associated with Expectation Adjustments

· Efficacy: The mechanism should, across multiple independent implementations of an alignment pool, yield an average proportion of events acceptably close to the target proportion, and explicitly closer than using the a priori probabilities.

· Boundedness: If the alignment mechanism involves altering the a priori probabilities of the pool’s prospective events, for 0 < pi < 1, those adjustments should always produce an altered probability value that lies in the interval (0, 1).

· Neutrality: If, under independent, unaligned generation of events, the expected number of events for a pool equals the target proportion, then the effective probabilities for the prospective events, after alignment, should be equal to their a priori probabilities.

· Symmetry: The mechanism should be neutral with respect to the definition of what constitutes an occurrence of the relevant event. For example, it should yield the same proportion of individuals continuing to live whether one is modeling prospective events as deaths or as survivals.

· Order Independence: The effective probability for a prospective event should not depend on the order in which one encounters the prospective event when initially assembling the alignment pool.

Conditions Associated with Relationships Between Targets and Effective Probabilities

· Possibility: If a prospective event has an a priori probability greater than zero (0), then its effective probability should be positive for any positive value of ptgt. Similarly, for pi < 1, the effective probability for the prospective event should be less than 1.

· Directionality: Shifting the target proportion for a pool should shift all of the prospective events’ effective probabilities in that same direction. 

· Monotonicity (Order Preservation): If the a priori probability for one prospective event is greater than that for another, then its effective probability should exceed the effective probability of that other prospective event. That is, alignment should not reverse the relative probabilities of prospective events. Similarly, if two prospective events have a priori probabilities that are very close, then the effective probabilities for them should also be close. These two conditions should apply regardless of the target value for the pool.

Conditions Associated with Variance Reduction

· Effectiveness: An alignment cum event generation algorithm should regularly result in stochastic variation that is lower than one would obtain under naïve event simulation. Preferably, the algorithm should generate exactly the target number of events chosen for the pool.

· Event Correlation: For any two prospective events in an alignment pool, the correlation between their occurrences should be appropriate. They should be negative, as opposed to the zero correlation one gets with naïve event generation. Unless the target number of events for the pool is unity, all of the inter-event correlations should be greater than -1.  

· Treatment of Granularity: (This item pertains more to the general implementation of alignment and event generation in a model than to the implementation for a particular alignment pool.) Implementations of alignment should ensure that discrepancies between values of ptarg and ptgt do not introduce biases into a model’s event generation. One might, for example, carry over the sizes of such discrepancies into other alignment pools, and/or calculate ptgt probabilistically rather than via rounding. A discussion later in this note treats the topic of carryovers in greater detail.

Conditions Associated with Computational Cost: 

· An alignment mechanism’s computational cost should be acceptable within the standards of the available hardware and the production pressures for the model’s results.

· The impact of cost considerations is much harder to quantify than other conditions listed above, but very real. Illustratively, even if a particular algorithm were to provide demonstrably better alignment, if it tripled run times, one would likely not use it. The computational costs for alignment and event generation must be reasonable, but the standards for reasonableness will depend on the modeling and computer environment.

· At the extreme, if computational cost were no object, one might consider an already existing, computationally simple, method that would provide perfect alignment. That is, it would explicitly respect the pool’s a priori probabilities, and produce exactly the desired numbers of events, with reasonable correlations of event probabilities across members of the alignment pool. Since this method is inspired by the “bogo-sort” sorting algorithm, I’ll term it bogo-alignment. The simple two-step procedure operates as follows: 

1. Step 1: process the alignment pool via naïve simulation using the unaligned a priori probabilities for the pool’s elements. That is, for each element, draw a pseudo-random deviate, ri, from a uniform [0, 1] distribution. If ri is less than the element’s a priori probability, pi, then tentatively mark the prospective event for implementation.

2. Step 2: (a) If, across the alignment pool, the number of events tentatively generated equals the target for the pool, stop; one is finished; simply implement the identified events. (b) However, if the number of events generated does not equal the target, go back and repeat Step 1 with a fresh batch of pseudo-random deviates.

Since the probability of generating the target number of events is non-zero, the method should eventually terminate, with the correct number of events, and with the a priori probabilities respected. However, a few casual calculations will reveal that the cost of this “convergence” is ridiculously infeasible, even if computation were very fast and cheap. 

· One subdiscipline within computer science provides measures for the computational cost of various algorithms. “Order” measures provide a means of comparing algorithms’ speed with respect to the number, n, of elements to be processed. For example, an alignment algorithm of “order n,” would be linear with respect to the number of prospective events in the alignment pool, with its costs given by the value a + b*n, where the non-negative constants, a and b, would depend on both the algorithm, and the hardware and instructions used to implement it. Typically, costs increase faster than linearly, e.g., as (a + b*n*ln(n)). Although these types of measures are quite useful at a general level, difficulties in assessing appropriate values for the various constants lessen their utility for practical comparisons.

Regrettably, a collection of “requirements,” even if well thought out and reasonably quantitative, does not provide much in the way of constructive help in deriving an appropriate algorithm to implement alignment. At best, an appreciation of the various “requirements” can help practitioners avoid alignment methods that have defects that could compromise simulation results.

Alignment Techniques:

The discussions, earlier in this note, concerning the history of alignment and the nature of specific alignment techniques occurred at a relatively high level. Before one proceeds to recommend particular alignment methods, it is useful to look at a few specific alignment techniques in somewhat greater detail, either because they have seen considerable use or seem to be particularly good. Given the many techniques that analysts have used, or that they might use, this survey will necessarily be and far from comprehensive. Beginning with a slightly more detailed description of naïve event generation, this section will characterize illustrative techniques within each of multiple categories. Those categories will include approaches focused purely on eliminating bias, techniques focusing on the reduction of stochastic variation, and techniques seeking to address both of these.

Naïve Event Generation: 

The starting point for this section’s discussion is the notion of naïve event generation as described briefly in the sections dealing with the history of alignment and the standards by which one assesses an alignment mechanism’s suitability. 

Under naïve event generation one treats a pool’s prospective events independently, implementing each of them with that prospective event’s a priori probability, pi. Recall that under naïve event generation, one draws a pseudo-random deviate, ri, from a uniform [0, 1] distribution. Then, if the ri value for the prospective event is less than the event’s a priori probability, pi, one implements the event for the unit. Otherwise, one does not. The results of such a simulation are independent of the order in which one processes the prospective events that make up the pool.

The expected number of events generated under naïve event generation is Σpi, and the variance about that expectation is Σ((pi)(1-pi)), with both sums being carried out across the N prospective events in the alignment pool. For the purposes of event generation, under naïve event generation, the existence of an exogenous target for the pool is irrelevant in the sense that it does not affect the implementation of the pool’s prospective events. The analyst is willing to accept the expected number of events, and the level stochastic variability, that “fall out of” the alignment pool’s set of a priori probabilities. Inter-event correlations are necessarily zero, because the process generates the events independently.

Pure “Bias Removal” Approaches: 

For some approaches to alignment, the emphasis lies with eliminating the gap between the target proportion for the pool and the average of the probabilities for the pool’s prospective events. For these approaches, the objective is to generate a new set of adjusted probabilities in which one has eliminated that gap or at least reduced it significantly. The analyst seeks, in essence, to specify the desired effective probabilities for the prospective events, such that the expected new “adjusted” proportion of events equals the target proportion. This subsection treats the “bias removal” approach via three distinct algorithms that, while not comprehensive, illustrate the nature of this spectrum. 


· Multiplicative Scaling:  Under this approach, “respecting” the a priori probabilities involves maintaining their relative magnitudes. For the desired target proportion as ptgt, suppose that the expected proportion of events for the a priori probabilities is pe. One can adjust the a priori probabilities by multiplying each of them by k = ptgt/pe. Then, under naïve event generation, one would compare the k*pi values to their ri counterparts to decide which events take place. 

For values of k less than unity, the “adjusted” pi values (k*pi) will lie in the range [0, 1], and can be used as probabilities. If k should be greater than unity, then for suitably high values of pi, one will generate a “super-probability” in the sense that a k*pi value greater than unity does not make sense as a probability. Such “super-probabilities” are problematic because they do not in any meaningful sense represent a probability, yet they affect the alignment pool as a whole. If, for example, the scaled “probability” were equal to 2.0 for a prospective event, then the prospective event would be contributing two events to the expected number of events for the pool. Obviously, however, in the sense of event generation, the prospective event can only occur once.

In practice, such super-probabilities appear to be not as much of a problem as one might expect. In DYNACAN, since the a priori probabilities tend to be small, although one would occasionally generate super-probabilities, the situation does not happen often. Fortunately, there is also an obvious workaround for pools that might otherwise lead to super-probabilities. It involves reversing the sense of what constitutes the event. It consists of scaling down the complementary probability that the prospective event (in its original sense) DOESN’T happen. For multiplicative scaling, one would multiply the complementary probability (1-pi) by (1-ptgt)/(1-pe). Unity minus this product would then be compared against the pseudo-random deviate, ri, to ascertain whether the original sense of the event occurs.


· Nonlinear Adjustment: This approach is inspired by the typical modeling practice of estimating event probabilities using a log-linear approach. That is, analysts often estimate the logarithm of the probability as a linear function of relevant unit characteristics. For alignment purposes, one can perturb the logarithms of the equation-generated probabilities of the prospective events by adding to them a constant K, chosen so that the exponentiations of the perturbed logarithms yield the desired expected number of events across the alignment pool. Finding a closed form solution for choosing K does not appear feasible. However, one can evaluate the expected number of events across a grid of possible K values, and then interpolate between appropriate adjacent pairs to find a suitable intermediate K value that gives a very good approximation. Neufeld (2000) uses this method as part of his “Hybrid” approach to alignment, choosing a grid of possible K values based on the experience of the same alignment pool in the previous simulation year. Further, though at an increased computational cost, one can refine the approximation for the K value as closely as is desired through successive, finer, grids. One interpretation for this nonlinear approach is that one is effectively adjusting the constant term in the log-linear equation for event probabilities, so that the resulting, altered, probabilities yield the desired average probability for one’s particular alignment pool. In this crude sense, one is effectively adjusting one’s equation on the fly to achieve the desired expected number of events for this particular alignment pool.


· Central Limit Theorem Approach: Another approach to deducing the appropriate effective probability for a prospective event flows from the bogo-generation approach described above. In essence, one seeks to calculate the fraction of the time that a prospective event, i, will occur among only those instances in which naïve event generation happens to generate the desired number of events. Because the numbers of prospective events in an alignment pool tend to be relatively large, with 80% of the pools having 300 or more prospective events, an appeal to the Central Limit Theorem seems generally reasonable. One wishes to calculate the probability that prospective event i occurs, and that exactly (target-1) events occur among the rest of the prospective events in the pool, divided by the probability that exactly the target number of events occurs in the whole pool.

Within this framework, one already knows the relevant quantities for a Central Limit Theorem based approximation. Under the Central Limit Theorem approximation, the distribution of expected events for the alignment pool is normal, with mean Σ pj, and variance Σ pj*(1-pj), where both sums are across all the elements in the pool. For the remainder of the pool, i.e. prospective events other than i, the corresponding mean is ((Σ pj) – pi), with a variance equal to ((Σ (pj)*(1-pj)) – (pi)*(1-pi)). One might roughly approximate the slice of the distribution corresponding to the occurrence of a given target number of events as a rectangle one unit in width and a height equal to the probability function evaluated for the target number of events. Under these simplifying approximations, one can calculate the logarithm of the ratio that corresponds to the fraction of the time that prospective event i occurs among those in which the right number of events occurs. For a number of tests run with sample alignment pools, the calculated effective probabilities under the Central Limit Theorem approach are very similar to those generated by the alignment by sorting approach described in more detail below.

Stochastic Variability Reduction: 

· Sidewalk Method: This note has previously described the Sidewalk method for event generation in the preceding section on the history of alignment algorithms. Analysts applied it after they had already adjusted the prospective events’ probabilities to correct for differences between the target and the expected events associated with the pool’s a priori probabilities. The method’s strength in always generating the desired number of events, combined with its simplicity and low computational cost was held to excuse its recognized shortcomings. Those shortcomings included a strong linkage between a prospective event’s position in the pool, and the resulting effective probability, and a strong negative correlation in the effective probabilities of prospective events that were close in the processing sequence. Other artifacts, such as an undesirable effective probability for the last prospective event in the sequence seemed to be less well understood.


· Sidewalk Shuffle: Bouffard and Morrison, on the DYNACAN team, developed the Sidewalk Shuffle reactively, intending it as a combination of relatively inexpensive fixes for the Sidewalk method’s recognized deficiencies. The basics of the method are as follows:

1. (Preferably) pre-adjust the a priori probabilities of the pool’s events to eliminate the bias, e.g., via multiplicative scaling, or non-linear adjustment, or the Central Limit Theorem based approach. The objective is to calculate, prior to event generation, suitable approximations for the prospective events’ effective probabilities. The definition of “suitable” should obviously preclude effective probabilities greater than unity.

2. Shuffle the prospective events in the alignment pool so that their order is largely random. There are several relatively inexpensive algorithms for performing such shuffling, including the Knuth or Fisher-Yates shuffle, whose requirements are linear in the number of elements to be shuffled. The effect of such shuffling is to largely eliminate the undesirable negative correlations in the effective probabilities of prospective events that are close to each other when one initially assembles the set of prospective events that make up the pool.

3. Initialize an accumulator variable with a uniform [0, 1) pseudo-random deviate, instead of to zero as in the simple Sidewalk method. The effect is to reduce the bias that can affect the final prospective event (even after shuffling) when the expected number of events perfectly or closely matches the target number of events.

4. Then apply the Sidewalk method to the resulting shuffled events, but with a few minor differences. (a) One still steps through the prospective events in the pool, though now in the order of the shuffled sequence. (b) One still increments the accumulator variable with each successive prospective event’s probability (with these probabilities preferably already adjusted to generate the right number of expected events). (c) One still implements any prospective event for which the addition bumps the accumulator to or beyond unity, and then subtracts unity from the accumulator. However, there are a few extra steps added to this variant of the Sidewalk algorithm. (d) Whenever one implements a prospective event, one sets the probability for that prospective event to zero (reflecting the fact that one has chosen to implement it). (e) One allows for a “wraparound” to again start through the same shuffled sequence should one reach the end of it and still not have generated the target number of events. [If one has implemented step 1, then the additional sub-steps 4.d and 4.e will not be necessary.]


The Sidewalk Shuffle seems generally to produce reasonable results, and at a lower computational cost than alignment by sorting, even after taking into account the costs of the shuffling and of the initial “bias elimination.” 

If the pool’s “bias” (mismatch between the target and the pool expectation) is not too large, one can implement the Sidewalk Shuffle without the initial bias reduction step. When the target number of events is smaller than the expected value for the pool, the effect, as measured by the effective probabilities, is essentially one of multiplicatively scaling the probabilities downward. The wraparound component of the algorithm allows one to implement the method even when the target proportion is larger than the average a priori probabilities for pool elements. Step 4.d, setting an implemented prospective event’s probability to zero, prevents one from trying to implement it again.

Composite Methods: 

· Neufeld Hybrid Method: Neufeld (2000) describes a hybrid method that seeks both to generate an expected number of events close to one’s target, and to ensure that the actual number of generated events lies close to that expected number. The method uses the nonlinear “bias removal” algorithm, described above, to generate new event probabilities that generate the desired expected number of events. Neufeld then combines these adjusted probabilities with an event generation algorithm designed to reduce the dispersion of the actual number of events generated. 

The hybrid method maintains two sidewalk style counters, one for the expected number of events (to a given point in processing the pool), and a second for the actual number of events generated. If the two begin to diverge by more than a given amount, half a unit/event, then, for the prospective event being processed, if tweaking the pseudo-random number for the decision slightly, in either direction, would decrease the mismatch between the two counters, one makes that adjustment to the pseudo-random deviate before deciding whether or not to implement the event. Neufeld shows that a tweak, λ, equal to the smaller of 0.03 and half of the prospective event’s probability is sufficient to produce a considerable reduction in stochastic variation. Methodologically, Neufeld shows that a λ value of 0 corresponds to naïve event generation, while a λ value of 1 yields the simple Sidewalk method.


· Alignment By Sorting: Johnson (2001) introduced the alignment by sorting method, briefly described above. It takes as input an alignment pool, specified in terms of the prospective events’ a priori probabilities, together with a target proportion or number of events. Its output consists of a list of the specific prospective events for implementation. For each prospective event, i, the algorithm calculates a value, vi = f(ri) – f(pi), where (a) f(x) has the form of -ln((1-x)/x), (b) pi is the prospective event’s a priori probability, and (c) ri is a pseudo-random deviate drawn from a uniform (0,1) distribution. The transformation ensures that for < pi < 1, the effective probability for prospective event i also lies in (0, 1).

Using a “k-partitioning” variant of QuickSort, the algorithm identifies the target number of prospective events with the lowest vi values. The prospective events so identified are then the ones for which the model implements the event. Wikipedia provides a very readable description of the algorithm for implementing the partial sort.

Johnson (2001) proves that alignment by sorting satisfies several of the requirements described in the “Standards” section above. For other requirements, although he does not offer a formal proof that the requirement is satisfied, he indicates that tests on both typical and perverse alignment pools show that the prospective events’ effective probabilities appear well-behaved. Because the QuickSort algorithm, and its variants, are so efficient, the computational costs associated with alignment have proved quite acceptable. Total DYNACAN run times are less than an hour for a 105 year demographics run of a sample that starts out with over 200,000 individuals, and grows from there. Of course, only a relatively small proportion of this total run time is devoted to performing alignment and event generation.


· Mix and Match: As noted above, one can also mix and match techniques for bias removal and variability reduction. For example, one could apply a CLT-based adjustment of a pool’s a priori probabilities to bring the expected number of events into line, and then apply a Sidewalk Shuffle mechanism to the resulting transformed probabilities to generate exactly the desired number of events.

Recommendations:

Providing a comprehensive assessment of alignment techniques is well beyond the scope of this paper. Prominent among the reasons for this limitation are the failures of practitioners, explicitly including the author of this note, to define what constitutes optimality, to assemble a comprehensive set of possible alignment techniques, and to assess each of the techniques against the appropriate standards. The fuzziness of some standards, e.g., those for acceptable computational cost, contributes to the difficulty. Nonetheless, it seems feasible to offer some constructive suggestions to analysts choosing alignment and event generation algorithms for their models. In that spirit, the remainder of this section will recommend against using certain techniques, and will hold up others as likely to be suitable, if not necessarily optimal. These opinions are, quite explicitly, those of the author. They may well fail to reflect either the insights of other practitioners, or the computing-environment constraints associated with particular microsimulation models. They also fail to reflect the yet-to-be-generated assessments of other alignment mechanisms currently under investigation.

One may also note that even when different alignment mechanisms have distinct characteristics and approaches, for a given alignment pool, they may provide very similar results in terms of the effective probabilities and inter-event correlations. This is particularly true when alignment pools display little dispersion across the prospective events in the pool, and when the expected number of events for a pool already lies close to the target number. Thus, for example, one may be inclined to avoid a multiplicative scaling approach because it can generate adjusted “probabilities” that exceed unity. However, in practice, when alignment pools contain sets of relatively homogeneous a priori probabilities with a low average value, the results from multiplicative scaling may prove to be very similar to those for other alignment techniques, and much less expensive computationally.

Cautions: 

· Unless, quite atypically, one is specifying the assumptions about event rates as probability distributions, rather than as scalars, avoid naïve event generation. Under that approach to event generation, the model’s results will contain unnecessary and unwanted stochastic variation. In typical policy applications of these kinds of models, the focus rests on identifying central tendencies and the numbers of winners and losers resulting from a possible policy change. Clients almost invariably prefer point estimates, and do not usually value information about likely distributions of results.

· Avoid any alignment technique that can generate an adjusted event “probability” that lies outside the interval (0, 1) for prospective events whose a priori  probabilities lie in (0, 1).

· Avoid alignment methods in which, ceteris paribus, a prospective event’s position in the alignment pool, as initially assembled, affects its effective probability.

· Avoid the simple Sidewalk algorithm for event generation, especially if the average a priori probability for the pool departs appreciably from the target probability for the pool. Besides introducing strong positional dependencies for events’ effective probabilities, it produces inter-event occurrence correlations that are highly inappropriate.

· Avoid any method that reverses the relative probabilities of two prospective events across comparisons of the events’ a priori and effective probabilities.

Recommendations: 

· Alignment by sorting appears to perform well on all of the standards against which we have tested it. Johnson (2001) demonstrates that it satisfies many of the standards that one would want in an alignment mechanism. Under contemporary computer architectures, the computational cost is bearable. It gives exactly the target number of events, and has no known defects with respect to effective probabilities or the inter-event correlations of occurrences. At the present time, if I were restricted to using a single alignment technique everywhere in a model, I would choose this one.

· The Sidewalk Shuffle algorithm seems to give very similar results to those from alignment by sorting, at least when there isn’t too great a mismatch between the pool’s average probability and the target proportion for the pool. The Sidewalk Shuffle algorithm is, however, substantially cheaper computationally, even when one includes the costs of the shuffling, which can be done at a cost that is linear in the number of elements to be shuffled.

· When the a priori probabilities for an alignment pool are relatively small, and have a relatively small dispersion about their mean, simple multiplicative scaling yields effective probabilities that are quite similar to those of alignment by sorting. 

· In conjunction with the probability adjustment methods, one must also use an appropriate event generation algorithm to choose the particular events that the model should implement.

Other Issues:

A note such as this cannot do more than skim the surface of a topic as complex as alignment. Just as it covers the choice of alignment algorithms informally, it omits any comprehensive characterization of other alignment-related topics. Nevertheless, it would be inappropriate to ignore completely some of those other topics. This section deals briefly with carry-overs occasioned because integral numbers of implemented target events typically cannot equal the product of the pool size and the target proportion. It also briefly addresses a complication that arises when analysts try to achieve targets specified at multiple levels of aggregation.

Carryovers/granularity: 

The problem definition section of this note introduced the notation of ptarg and ptgt for an alignment pool, i.e. the exogenous target for the pool, and a proportion close to it that one can actually attain, given the granularity associated with the actual number of prospective events in the pool. That is, in an actual implementation for a pool, one cannot generate a fractional event. If one’s alignment algorithm works well, one will generate N*ptgt events for the pool, rather than the generally infeasible N*ptarg events that the target would ostensibly call for. The question is what one does about the difference between the two values. 

At one level, one might simply decline to do anything, working on the assumption that, in general, the errors from rounding to the nearest integer target number of events will average out over time. For alignment pools that are large, and with an appreciable number of events to be generated, this is likely to be true. However, for some pools, there could be a cumulative bias that could be material. The most likely instances for such a cumulative bias would seem to lie in relatively small alignment pools for which the ptarg assumptions imply small, or even fractional, numbers of expected events. For example, if N*ptarg for a pool were regularly less than half a unit over several simulation years, e.g., for rehabilitation of 60+ year old severely disabled persons, then the use of rounding without a carryover would mean that one would never simulate such an individual being rehabilitated. 

DYNACAN typically adds the carryover from year n (i.e., N*(ptarg – ptgt)), whether it is positive or negative, as a fractional event to the next year’s target, Nn+1*ptarg, for the same alignment pool that year (n+1). The year n+1 value of ptarg, and the associated target number of events for that year, ptarg, then depend on that sum. In turn, their difference then determines the carryover to year n+2. For alignment pools with very small expected numbers of results, e.g., fractional values, this form of carryover can result in a predictable periodicity for event generation.

The DYNACAN team believes that it is worth the effort to implement carryovers. However, it seems likely that the particular method used to implement carryovers is not so important as regards material effects on a model’s results. One can choose a target number of events that is the nearest integer, or choose probabilistically whether to round the target up or down. One can assign the carryover to the same alignment pool the next year, or the pool for the same event that will contain the greatest number of the same individuals the next simulation year, or add the carryover to another related pool in the same simulation year. DYNACAN regards the use of carryovers as relatively cheap insurance that the discrepancies cannot, unbeknownst to the analyst and the client, cumulate to the point that they might affect the model’s results. 

The DYNACAN team is in the midst of converting the model to use a stochastic form of carryover. To ascertain an integer target number of events for a pool, one first rounds N*ptarg down to the next lowest integer, and then stochastically increments it by unity based on comparing a pseudo-random deviate against the remainder. The carryover is then either the fractional event (if the target didn’t get bumped), or the negative of its complement (if the target did get bumped). For recurring alignment pools with small numbers of expected events, the stochastic method reduces the regularity across the specific years in which one generates an event for the pool. 

Super-alignment: 

One of the challenges in event generation is possibility of multiple alignment targets that may not necessarily be fully consistent. For example, one may have fertility targets for women by year of age and geographic region. But one may also have an overriding assumption about the time trend in birth rates, but not necessarily broken out by individual year of age. In addition, one may wish to incorporate this overarching assumption into the fertility module. Neufeld (2000) shows how one can integrate such information for a particular form of multiplicative alignment. However, the appropriate methods of integration are less clear for approaches that combine bias removal with variance reduction within a single algorithm. The challenges are particularly great when the information about tendencies does not fit cleanly within a hierarchy, when the additional knowledge is relevant only across subgroups within differing alignment pools. At the present time, combining rate information from several sources, not necessarily hierarchical, or even consistent across alignment pools, appears to be at least as much art as science.

Potential Research Directions:

Introduction: 

The number of qualifiers used in this note:  “approximation,” “seems”, and “might,” provides some indication that the issue of alignment has not yet been settled definitively. Hence, it is useful to consider possible directions for research that could further improve alignment on both the methodological and practical fronts. Three areas seem particularly promising – providing more rigorous assessments of algorithms and their properties, developing a consensus on what an optimal alignment mechanism might look like, and creating new algorithms for alignment that would build the notion of pool-based optimality directly into the estimation of equations for event probabilities. The remainder of this section briefly discusses each of these avenues.

More Rigorous Assessments of Alignment and Event Generation Algorithms:

One constructive area for future work on alignment would be to do, more systematically, the kinds of things that analysts have done in the past.

· One component would be the development of a more comprehensive listing of alignment techniques. Preferably, it would include all of the ones currently or previously used, as well as a classificatory scheme that could place any new algorithms that might be developed.

· Another component would be the development of a more comprehensive characterization of the standards that alignment mechanisms “should” meet. One would like to see a compact, mathematical presentation using a consistent notation. Moreover, one would like to see an explicit indication of why they are relevant for longitudinal dynamic microsimulation. That is, there should be a clear indication of the degree to which a failure to meet the standard might compromise conclusions drawn from the model. One would further like to see, for each standard, some quantitative measure that would indicate how well any particular alignment mechanism meets the standard.

· The final component would involve assessing each alignment mechanism against each of the several standards, and then conducting a comparison of the results across alignment methods to assess which are reasonable, and which are best in which circumstances.

Defining Optimality: 

There does not presently appear to be any consensus regarding the standards for optimal alignment. If analysts could agree on a definition on optimality with respect to alignment and event generation, they could better compare existing alignment algorithms. Perhaps practitioners could even develop a demonstrably optimal alignment algorithm, something along the lines of a best linear unbiased estimator (BLUE) in regression analysis. The approach based on the Central Limit Theorem is a start in this direction, but it depends on approximations that may be inappropriate for smaller alignment pools, or when there is a substantial mismatch between the pool’s average a priori probability and the pool target proportion. A better approximation of the desired effective probabilities, along the same CLT lines, would also be desirable if the associated computational cost did not turn out too high.

This note has been positive regarding the properties of the alignment by sorting algorithm for event generation. However, designer Tom Johnson has indicated that he sees nothing “magic” about the particular functional form of the transformation used in the CORSIM and DYNACAN implementations of the algorithm. In private communications, he indicated that he chose the functional form primarily because it did what was required, i.e., map values from the interval (0, 1) across the real line, relatively cheaply. However, there exists a variety of other functions that one could use to effect the spreading, e.g., an inverse normal distribution. If there were agreement on what constituted optimality, one might be able to choose another function that would improve the results from the alignment. Moreover, perhaps that improvement would come at an acceptable computational cost. 

Dynamic Estimation: More speculatively, one could imagine an alignment approach that ascertains appropriate effective probabilities for a pool’s prospective events using constrained estimation. In essence, one would move the estimation of equation coefficients, rather than just a constant term as with the hybrid method, inside the model and the alignment mechanism. More precisely, for each alignment pool, the model would re-estimate parameters for the equation or equations subject to the constraint that the resulting probabilities would, collectively, yield an expected number of events equal to the target for the pool. It would thus use two datasets, the original dataset for the estimation, and the alignment pool dataset for the constraint. If such a technique were to prove feasible, even within a sharply limited domain, analysts would likely agree that the resulting equation-generated probabilities were optimal, and that they should be the effective probabilities for event generation.

However, because constrained estimation might well turn out to be very expensive computationally, requiring successive approximations, the performance penalty might well prove prohibitive. Other challenges, methodological in nature, might also be relevant. For example, the prospective events within a particular alignment pool might be associated with multiple equations rather than a single equation. Similarly, the prospective events/probabilities associated with a particular equation might end up in different alignment pools. Obviously, such complications would make it difficult to identify, much less carry out, the associated derivations of optimal effective probabilities.

However, even if dynamic re-estimation proved infeasible as part of a model, it might still be useful to ascertain, over a suitable domain, which of the existing alignment/event-generation methods produce results closest to such dynamic re-estimation. One could then use that alignment mechanism, with some confidence that its results would approximate those that one would have obtained using the dynamic re-estimation approach.

Conclusions:

Based on characterizations by practicing longitudinal microsimulation analysts, modelers need, almost universally, to be able to align the performance of their models to reflect exogenous assumptions about event rates. Such alignment requires the effective probabilities for a model’s prospective events to match, collectively, a given target rather than the average of equation-generated a priori probabilities. It also stresses the implementation of the target numbers of events as opposed to consistency that extends only as far as the expected numbers of such events. 

Over time, analysts have used a variety of methods to implement alignment and reduce stochastic variation. Reactions to the deficiencies of earlier methods seem to have played a major role in the development of the newer methods. In the course of analyzing alternative alignment methods and their properties, analysts have identified a variety of characteristics that a good alignment and event generation algorithm should have. As well, increasing numbers of models internationally, and greater experience with them individually, have generated a better understanding of what alignment pools look like.

In the course of this evolution in alignment techniques, certain perspectives have become apparent. Alignment is about implementing the right numbers of events in the right proportions for a pool’s prospective events, as opposed to simply getting the right expected numbers of events. Newer algorithms treat alignment pools as the relevant entities, rather than looking at prospective events in isolation. There is greater attention to generating appropriate inter-event correlations. The increasing demands on what alignment should accomplish are associated with greater computational requirements, but improvements in computational power have made more ambitious processes computationally feasible.

Current practices include practical alignment algorithms such as alignment by sorting and the Sidewalk Shuffle that seem to satisfy most or all of the objections raised against previous alignment mechanisms. However, the underlying “alignment problem” does not appear to be so well defined that one could claim these mechanisms to be optimal. It seems likely that future research in the area will result in a better-defined problem statement, and improved alignment algorithms. This note has offered some opinions about research that seems likely to be helpful.
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